
Note that our encoder distributions q(xt|xt�1) are no longer parameterized by �, as they are completely
modeled as Gaussians with defined mean and variance parameters at each timestep. Therefore, in a VDM, we
are only interested in learning conditionals p✓(xt�1|xt), so that we can simulate new data. After optimizing
the VDM, the sampling procedure is as simple as sampling Gaussian noise from p(xT ) and iteratively running
the denoising transitions p✓(xt�1|xt) for T steps to generate a novel x0.

Like any HVAE, the VDM can be optimized by maximizing the ELBO, which can be derived as:

log p(x) = log

Z
p(x0:T )dx1:T (34)

= log

Z
p(x0:T )q(x1:T |x0)

q(x1:T |x0)
dx1:T (35)

= logEq(x1:T |x0)


p(x0:T )

q(x1:T |x0)

�
(36)

� Eq(x1:T |x0)


log

p(x0:T )

q(x1:T |x0)

�
(37)

= Eq(x1:T |x0)

"
log

p(xT )
QT

t=1 p✓(xt�1|xt)QT
t=1 q(xt|xt�1)

#
(38)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)
QT

t=2 p✓(xt�1|xt)

q(xT |xT�1)
QT�1

t=1 q(xt|xt�1)

#
(39)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)
QT�1

t=1 p✓(xt|xt+1)

q(xT |xT�1)
QT�1

t=1 q(xt|xt�1)

#
(40)

= Eq(x1:T |x0)


log

p(xT )p✓(x0|x1)

q(xT |xT�1)

�
+ Eq(x1:T |x0)

"
log

T�1Y

t=1

p✓(xt|xt+1)

q(xt|xt�1)

#
(41)

= Eq(x1:T |x0) [log p✓(x0|x1)] + Eq(x1:T |x0)


log

p(xT )

q(xT |xT�1)

�
+ Eq(x1:T |x0)

"
T�1X

t=1

log
p✓(xt|xt+1)

q(xt|xt�1)

#
(42)

= Eq(x1:T |x0) [log p✓(x0|x1)] + Eq(x1:T |x0)


log

p(xT )

q(xT |xT�1)

�
+

T�1X

t=1

Eq(x1:T |x0)


log

p✓(xt|xt+1)

q(xt|xt�1)

�
(43)

= Eq(x1|x0) [log p✓(x0|x1)] + Eq(xT�1,xT |x0)


log

p(xT )

q(xT |xT�1)

�
+

T�1X

t=1

Eq(xt�1,xt,xt+1|x0)


log

p✓(xt|xt+1)

q(xt|xt�1)

�
(44)

= Eq(x1|x0) [log p✓(x0|x1)]| {z }
reconstruction term

� Eq(xT�1|x0) [DKL(q(xT |xT�1) k p(xT ))]| {z }
prior matching term

�
T�1X

t=1

Eq(xt�1,xt+1|x0) [DKL(q(xt|xt�1) k p✓(xt|xt+1))]| {z }
consistency term

(45)

The derived form of the ELBO can be interpreted in terms of its individual components:

1. Eq(x1|x0) [log p✓(x0|x1)] can be interpreted as a reconstruction term, predicting the log probability of
the original data sample given the first-step latent. This term also appears in a vanilla VAE, and can
be trained similarly.

2. Eq(xT�1|x0) [DKL(q(xT |xT�1) k p(xT ))] is a prior matching term; it is minimized when the final latent
distribution matches the Gaussian prior. This term requires no optimization, as it has no trainable
parameters; furthermore, as we have assumed a large enough T such that the final distribution is
Gaussian, this term effectively becomes zero.

3. Eq(xt�1,xt+1|x0) [DKL(q(xt|xt�1) k p✓(xt|xt+1))] is a consistency term; it endeavors to make the distri-
bution at xt consistent, from both forward and backward processes. That is, a denoising step from a
noisier image should match the corresponding noising step from a cleaner image, for every intermediate
timestep; this is reflected mathematically by the KL Divergence. This term is minimized when we train
p✓(xt|xt+1) to match the Gaussian distribution q(xt|xt�1), which is defined in Equation 31.
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Figure 4: Under our first derivation, a VDM can be optimized by ensuring that for every intermediate xt,
the posterior from the latent above it p✓(xt|xt+1) matches the Gaussian corruption of the latent before it
q(xt|xt�1). In this figure, for each intermediate xt, we minimize the difference between the distributions
represented by the pink and green arrows.

Visually, this interpretation of the ELBO is depicted in Figure 4. The cost of optimizing a VDM is primarily
dominated by the third term, since we must optimize over all timesteps t.

Under this derivation, all terms of the ELBO are computed as expectations, and can therefore be approxi-
mated using Monte Carlo estimates. However, actually optimizing the ELBO using the terms we just derived
might be suboptimal; because the consistency term is computed as an expectation over two random variables
{xt�1,xt+1} for every timestep, the variance of its Monte Carlo estimate could potentially be higher than a
term that is estimated using only one random variable per timestep. As it is computed by summing up T �1
consistency terms, the final estimated value of the ELBO may have high variance for large T values.

Let us instead try to derive a form for our ELBO where each term is computed as an expectation over only
one random variable at a time. The key insight is that we can rewrite encoder transitions as q(xt|xt�1) =
q(xt|xt�1,x0), where the extra conditioning term is superfluous due to the Markov property. Then, according
to Bayes rule, we can rewrite each transition as:

q(xt|xt�1,x0) =
q(xt�1|xt,x0)q(xt|x0)

q(xt�1|x0)
(46)

Armed with this new equation, we can retry the derivation resuming from the ELBO in Equation 37:

log p(x) � Eq(x1:T |x0)


log

p(x0:T )

q(x1:T |x0)

�
(47)

= Eq(x1:T |x0)

"
log

p(xT )
QT

t=1 p✓(xt�1|xt)QT
t=1 q(xt|xt�1)

#
(48)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)
QT

t=2 p✓(xt�1|xt)

q(x1|x0)
QT

t=2 q(xt|xt�1)

#
(49)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)
QT

t=2 p✓(xt�1|xt)

q(x1|x0)
QT

t=2 q(xt|xt�1,x0)

#
(50)

= Eq(x1:T |x0)

"
log

p✓(xT )p✓(x0|x1)

q(x1|x0)
+ log

TY

t=2

p✓(xt�1|xt)

q(xt|xt�1,x0)

#
(51)

= Eq(x1:T |x0)

2

4log p(xT )p✓(x0|x1)

q(x1|x0)
+ log

TY

t=2

p✓(xt�1|xt)
q(xt�1|xt,x0)q(xt|x0)

q(xt�1|x0)

3

5 (52)
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= Eq(x1:T |x0)

2

4log p(xT )p✓(x0|x1)

q(x1|x0)
+ log

TY

t=2

p✓(xt�1|xt)
q(xt�1|xt,x0)⇠⇠⇠⇠q(xt|x0)

(((((q(xt�1|x0)

3

5 (53)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)

⇠⇠⇠⇠q(x1|x0)
+ log ⇠⇠⇠⇠q(x1|x0)

q(xT |x0)
+ log

TY

t=2

p✓(xt�1|xt)

q(xt�1|xt,x0)

#
(54)

= Eq(x1:T |x0)

"
log

p(xT )p✓(x0|x1)

q(xT |x0)
+

TX

t=2

log
p✓(xt�1|xt)

q(xt�1|xt,x0)

#
(55)

= Eq(x1:T |x0) [log p✓(x0|x1)] + Eq(x1:T |x0)


log

p(xT )

q(xT |x0)

�
+

TX

t=2

Eq(x1:T |x0)


log

p✓(xt�1|xt)

q(xt�1|xt,x0)

�
(56)

= Eq(x1|x0) [log p✓(x0|x1)] + Eq(xT |x0)


log

p(xT )

q(xT |x0)

�
+

TX

t=2

Eq(xt,xt�1|x0)


log

p✓(xt�1|xt)

q(xt�1|xt,x0)

�
(57)

= Eq(x1|x0) [log p✓(x0|x1)]| {z }
reconstruction term

�DKL(q(xT |x0) k p(xT ))| {z }
prior matching term

�
TX

t=2

Eq(xt|x0) [DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))]| {z }
denoising matching term

(58)

We have therefore successfully derived an interpretation for the ELBO that can be estimated with lower
variance, as each term is computed as an expectation of at most one random variable at a time. This
formulation also has an elegant interpretation, which is revealed when inspecting each individual term:

1. Eq(x1|x0) [log p✓(x0|x1)] can be interpreted as a reconstruction term; like its analogue in the ELBO of
a vanilla VAE, this term can be approximated and optimized using a Monte Carlo estimate.

2. DKL(q(xT |x0) k p(xT )) represents how close the distribution of the final noisified input is to the stan-
dard Gaussian prior. It has no trainable parameters, and is also equal to zero under our assumptions.

3. Eq(xt|x0) [DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))] is a denoising matching term. We learn desired denoising
transition step p✓(xt�1|xt) as an approximation to tractable, ground-truth denoising transition step
q(xt�1|xt,x0). The q(xt�1|xt,x0) transition step can act as a ground-truth signal, since it defines
how to denoise a noisy image xt with access to what the final, completely denoised image x0 should
be. This term is therefore minimized when the two denoising steps match as closely as possible, as
measured by their KL Divergence.

As a side note, one observes that in the process of both ELBO derivations (Equation 45 and Equation 58),
only the Markov assumption is used; as a result these formulae will hold true for any arbitrary Markovian
HVAE. Furthermore, when we set T = 1, both of the ELBO interpretations for a VDM exactly recreate the
ELBO equation of a vanilla VAE, as written in Equation 19.

In this derivation of the ELBO, the bulk of the optimization cost once again lies in the summation term, which
dominates the reconstruction term. Whereas each KL Divergence term DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))
is difficult to minimize for arbitrary posteriors in arbitrarily complex Markovian HVAEs due to the added
complexity of simultaneously learning the encoder, in a VDM we can leverage the Gaussian transition
assumption to make optimization tractable. By Bayes rule, we have:

q(xt�1|xt,x0) =
q(xt|xt�1,x0)q(xt�1|x0)

q(xt|x0)

As we already know that q(xt|xt�1,x0) = q(xt|xt�1) = N (xt;
p
↵txt�1, (1� ↵t)I) from our assumption re-

garding encoder transitions (Equation 31), what remains is deriving for the forms of q(xt|x0) and q(xt�1|x0).
Fortunately, these are also made tractable by utilizing the fact that the encoder transitions of a VDM are
linear Gaussian models. Recall that under the reparameterization trick, samples xt ⇠ q(xt|xt�1) can be
rewritten as:

xt =
p
↵txt�1 +

p
1� ↵t✏ with ✏ ⇠ N (✏;0, I) (59)

and that similarly, samples xt�1 ⇠ q(xt�1|xt�2) can be rewritten as:

xt�1 =
p
↵t�1xt�2 +

p
1� ↵t�1✏ with ✏ ⇠ N (✏;0, I) (60)
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Figure 5: Depicted is an alternate, lower-variance method to optimize a VDM; we compute the form of
ground-truth denoising step q(xt�1|xt,x0) using Bayes rule, and minimize its KL Divergence with our
approximate denoising step p✓(xt�1|xt). This is once again denoted visually by matching the distributions
represented by the green arrows with those of the pink arrows. Artistic liberty is at play here; in the full
picture, each pink arrow must also stem from x0, as it is also a conditioning term.

Then, the form of q(xt|x0) can be recursively derived through repeated applications of the reparameterization
trick. Suppose that we have access to 2T random noise variables {✏⇤t , ✏t}Tt=0

iid⇠ N (✏;0, I). Then, for an
arbitrary sample xt ⇠ q(xt|x0), we can rewrite it as:

xt =
p
↵txt�1 +

p
1� ↵t✏

⇤
t�1 (61)

=
p
↵t

⇣p
↵t�1xt�2 +

p
1� ↵t�1✏

⇤
t�2

⌘
+
p
1� ↵t✏

⇤
t�1 (62)

=
p
↵t↵t�1xt�2 +

p
↵t � ↵t↵t�1✏

⇤
t�2 +

p
1� ↵t✏

⇤
t�1 (63)

=
p
↵t↵t�1xt�2 +

qp
↵t � ↵t↵t�1

2
+
p
1� ↵t

2
✏t�2 (64)

=
p
↵t↵t�1xt�2 +

p
↵t � ↵t↵t�1 + 1� ↵t✏t�2 (65)

=
p
↵t↵t�1xt�2 +

p
1� ↵t↵t�1✏t�2 (66)

= . . . (67)

=

vuut
tY

i=1

↵ix0 +

vuut1�
tY

i=1

↵i✏0 (68)

=
p
↵̄tx0 +

p
1� ↵̄t✏0 (69)

⇠ N (xt;
p
↵̄tx0, (1� ↵̄t) I) (70)

where in Equation 64 we have utilized the fact that the sum of two independent Gaussian random variables
remains a Gaussian with mean being the sum of the two means, and variance being the sum of the two
variances. Interpreting

p
1� ↵t✏⇤t�1 as a sample from Gaussian N (0, (1 � ↵t)I), and

p
↵t � ↵t↵t�1✏⇤t�2 as

a sample from Gaussian N (0, (↵t � ↵t↵t�1)I), we can then treat their sum as a random variable sampled
from Gaussian N (0, (1 � ↵t + ↵t � ↵t↵t�1)I) = N (0, (1 � ↵t↵t�1)I). A sample from this distribution can
then be represented using the reparameterization trick as

p
1� ↵t↵t�1✏t�2, as in Equation 66.
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We have therefore derived the Gaussian form of q(xt|x0). This derivation can be modified to also yield the
Gaussian parameterization describing q(xt�1|x0). Now, knowing the forms of both q(xt|x0) and q(xt�1|x0),
we can proceed to calculate the form of q(xt�1|xt,x0) by substituting into the Bayes rule expansion:

q(xt�1|xt,x0) =
q(xt|xt�1,x0)q(xt�1|x0)

q(xt|x0)
(71)

=
N (xt;

p
↵txt�1, (1� ↵t)I)N (xt�1;

p
↵̄t�1x0, (1� ↵̄t�1)I)

N (xt;
p
↵̄tx0, (1� ↵̄t)I)

(72)

/ exp
⇢
�

(xt �

p
↵txt�1)2

2(1� ↵t)
+

(xt�1 �
p
↵̄t�1x0)2

2(1� ↵̄t�1)
� (xt �

p
↵̄tx0)2

2(1� ↵̄t)

��
(73)

= exp
⇢
�1

2


(xt �

p
↵txt�1)2

1� ↵t
+

(xt�1 �
p
↵̄t�1x0)2

1� ↵̄t�1
� (xt �

p
↵̄tx0)2

1� ↵̄t

��
(74)

= exp
⇢
�1

2


(�2p↵txtxt�1 + ↵tx2

t�1)

1� ↵t
+

(x2
t�1 � 2

p
↵̄t�1xt�1x0)

1� ↵̄t�1
+ C(xt,x0)

��
(75)

/ exp
⇢
�1

2


�
2
p
↵txtxt�1

1� ↵t
+

↵tx2
t�1

1� ↵t
+

x2
t�1

1� ↵̄t�1
� 2
p
↵̄t�1xt�1x0

1� ↵̄t�1

��
(76)

= exp
⇢
�1

2


(

↵t

1� ↵t
+

1

1� ↵̄t�1
)x2

t�1 � 2

✓p
↵txt

1� ↵t
+

p
↵̄t�1x0

1� ↵̄t�1

◆
xt�1

��
(77)

= exp
⇢
�1

2


↵t(1� ↵̄t�1) + 1� ↵t

(1� ↵t)(1� ↵̄t�1)
x2
t�1 � 2

✓p
↵txt

1� ↵t
+

p
↵̄t�1x0

1� ↵̄t�1

◆
xt�1

��
(78)

= exp
⇢
�1

2


↵t � ↵̄t + 1� ↵t

(1� ↵t)(1� ↵̄t�1)
x2
t�1 � 2

✓p
↵txt

1� ↵t
+

p
↵̄t�1x0

1� ↵̄t�1

◆
xt�1

��
(79)

= exp
⇢
�1

2


1� ↵̄t

(1� ↵t)(1� ↵̄t�1)
x2
t�1 � 2

✓p
↵txt

1� ↵t
+

p
↵̄t�1x0

1� ↵̄t�1

◆
xt�1

��
(80)

= exp

8
<

:�
1

2

✓
1� ↵̄t

(1� ↵t)(1� ↵̄t�1)

◆2

4x2
t�1 � 2

⇣p
↵txt

1�↵t
+

p
↵̄t�1x0

1�↵̄t�1

⌘

1�↵̄t
(1�↵t)(1�↵̄t�1)

xt�1

3

5

9
=

; (81)

= exp

8
<

:�
1

2

✓
1� ↵̄t

(1� ↵t)(1� ↵̄t�1)

◆2

4x2
t�1 � 2

⇣p
↵txt

1�↵t
+

p
↵̄t�1x0

1�↵̄t�1

⌘
(1� ↵t)(1� ↵̄t�1)

1� ↵̄t
xt�1

3

5

9
=

; (82)

= exp

(
�1

2

 
1

(1�↵t)(1�↵̄t�1)
1�↵̄t

!
x2
t�1 � 2

p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x0

1� ↵̄t
xt�1

�)
(83)

/ N (xt�1;

p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x0

1� ↵̄t| {z }
µq(xt,x0)

,
(1� ↵t)(1� ↵̄t�1)

1� ↵̄t
I

| {z }
⌃q(t)

) (84)

where in Equation 75, C(xt,x0) is a constant term with respect to xt�1 computed as a combination of only
xt, x0, and ↵ values; this term is implicitly returned in Equation 84 to complete the square.

We have therefore shown that at each step, xt�1 ⇠ q(xt�1|xt,x0) is normally distributed, with mean
µq(xt,x0) that is a function of xt and x0, and variance ⌃q(t) as a function of ↵ coefficients. These
↵ coefficients are known and fixed at each timestep; they are either set permanently when modeled as
hyperparameters, or treated as the current inference output of a network that seeks to model them. Following
Equation 84, we can rewrite our variance equation as ⌃q(t) = �2

q (t)I, where:

�2
q (t) =

(1� ↵t)(1� ↵̄t�1)

1� ↵̄t
(85)

In order to match approximate denoising transition step p✓(xt�1|xt) to ground-truth denoising transition
step q(xt�1|xt,x0) as closely as possible, we can also model it as a Gaussian. Furthermore, as all ↵ terms
are known to be frozen at each timestep, we can immediately construct the variance of the approximate
denoising transition step to also be ⌃q(t) = �2

q (t)I. We must parameterize its mean µ✓(xt, t) as a function
of xt, however, since p✓(xt�1|xt) does not condition on x0.
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Recall that the KL Divergence between two Gaussian distributions is:

DKL(N (x;µx,⌃x) k N (y;µy,⌃y)) =
1

2


log

|⌃y|
|⌃x|

� d+ tr(⌃�1
y ⌃x) + (µy � µx)

T⌃�1
y (µy � µx)

�
(86)

In our case, where we can set the variances of the two Gaussians to match exactly, optimizing the KL
Divergence term reduces to minimizing the difference between the means of the two distributions:

argmin
✓

DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))

= argmin
✓

DKL(N (xt�1;µq,⌃q(t)) k N (xt�1;µ✓,⌃q(t))) (87)

= argmin
✓

1

2


log

|⌃q(t)|
|⌃q(t)|

� d+ tr(⌃q(t)
�1⌃q(t)) + (µ✓ � µq)

T⌃q(t)
�1(µ✓ � µq)

�
(88)

= argmin
✓

1

2

⇥
log 1� d+ d+ (µ✓ � µq)

T⌃q(t)
�1(µ✓ � µq)

⇤
(89)

= argmin
✓

1

2

⇥
(µ✓ � µq)

T⌃q(t)
�1(µ✓ � µq)

⇤
(90)

= argmin
✓

1

2

h
(µ✓ � µq)

T
�
�2
q (t)I

��1
(µ✓ � µq)

i
(91)

= argmin
✓

1

2�2
q (t)

h
kµ✓ � µqk22

i
(92)

where we have written µq as shorthand for µq(xt,x0), and µ✓ as shorthand for µ✓(xt, t) for brevity. In
other words, we want to optimize a µ✓(xt, t) that matches µq(xt,x0), which from our derived Equation 84,
takes the form:

µq(xt,x0) =

p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x0

1� ↵̄t
(93)

As µ✓(xt, t) also conditions on xt, we can match µq(xt,x0) closely by setting it to the following form:

µ✓(xt, t) =

p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x̂✓(xt, t)

1� ↵̄t
(94)

where x̂✓(xt, t) is parameterized by a neural network that seeks to predict x0 from noisy image xt and time
index t. Then, the optimization problem simplifies to:

argmin
✓

DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))

= argmin
✓

DKL(N (xt�1;µq,⌃q (t)) k N (xt�1;µ✓,⌃q (t))) (95)

= argmin
✓

1

2�2
q (t)

"����
p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x̂✓(xt, t)

1� ↵̄t
�
p
↵t(1� ↵̄t�1)xt +

p
↵̄t�1(1� ↵t)x0

1� ↵̄t

����
2

2

#
(96)

= argmin
✓

1

2�2
q (t)

"����
p
↵̄t�1(1� ↵t)x̂✓(xt, t)

1� ↵̄t
�
p
↵̄t�1(1� ↵t)x0

1� ↵̄t

����
2

2

#
(97)

= argmin
✓

1

2�2
q (t)

"����
p
↵̄t�1(1� ↵t)

1� ↵̄t
(x̂✓(xt, t)� x0)

����
2

2

#
(98)

= argmin
✓

1

2�2
q (t)

↵̄t�1(1� ↵t)2

(1� ↵̄t)2

h
kx̂✓(xt, t)� x0k22

i
(99)

Therefore, optimizing a VDM boils down to learning a neural network to predict the original ground truth
image from an arbitrarily noisified version of it [5]. Furthermore, minimizing the summation term of our
derived ELBO objective (Equation 58) across all noise levels can be approximated by minimizing the expec-
tation over all timesteps:

argmin
✓

Et⇠U{2,T}
⇥
Eq(xt|x0) [DKL(q(xt�1|xt,x0) k p✓(xt�1|xt))]

⇤
(100)

which can then be optimized using stochastic samples over timesteps.
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Learning Di!usion Noise Parameters

Let us investigate how the noise parameters of a VDM can be jointly learned. One potential approach is to
model #t using a neural network ö## (t) with parameters %. However, this is ine"cient as inference must be
performed multiple times at each timestept to compute ø#t . Whereas caching can mitigate this computational
cost, we can also derive an alternate way to learn the di!usion noise parameters. By substituting our variance
equation from Equation 85 into our derived per-timestep objective in Equation 99, we can reduce:

1
2! 2

q(t)
ø#t ! 1(1 # #t )2

(1 # ø#t )2

H
" öx " (x t , t) # x 0" 2

2

K
=

1

2(1 ! " t )(1 ! ø" t ! 1 )
1! ø" t

ø#t ! 1(1 # #t )2

(1 # ø#t )2

H
" öx " (x t , t) # x 0" 2

2

K
(101)

=
1
2

1 # ø#t

(1 # #t )(1 # ø#t ! 1)
ø#t ! 1(1 # #t )2

(1 # ø#t )2

H
" öx " (x t , t) # x 0" 2

2

K
(102)

=
1
2

ø#t ! 1(1 # #t )
(1 # ø#t ! 1)(1 # ø#t )

H
" öx " (x t , t) # x 0" 2

2

K
(103)

=
1
2

ø#t ! 1 # ø#t

(1 # ø#t ! 1)(1 # ø#t )

H
" öx " (x t , t) # x 0" 2

2

K
(104)

=
1
2

ø#t ! 1 # ø#t ! 1 ø#t + ø#t ! 1 ø#t # ø#t

(1 # ø#t ! 1)(1 # ø#t )

H
" öx " (x t , t) # x 0" 2

2

K
(105)

=
1
2

ø#t ! 1(1 # ø#t ) # ø#t (1 # ø#t ! 1)
(1 # ø#t ! 1)(1 # ø#t )

H
" öx " (x t , t) # x 0" 2

2

K
(106)

=
1
2

:
ø#t ! 1(1 # ø#t )

(1 # ø#t ! 1)(1 # ø#t )
#

ø#t (1 # ø#t ! 1)
(1 # ø#t ! 1)(1 # ø#t )

; H
" öx " (x t , t) # x 0" 2

2

K
(107)

=
1
2

:
ø#t ! 1

1 # ø#t ! 1
#

ø#t

1 # ø#t

; H
" öx " (x t , t) # x 0" 2

2

K
(108)

Recall from Equation 70 that q(x t |x 0) is a Gaussian of formN (x t ;
(

ø#t x 0, (1 # ø#t ) I ). Then, following the
deÞnition of the signal-to-noise ratio (SNR) as SNR= µ 2

# 2 , we can write the SNR at each timestept as:

SNR(t) =
ø#t

1 # ø#t
(109)

Then, our derived Equation 108 (and Equation 99) can be simpliÞed as:

1
2! 2

q(t)
ø#t ! 1(1 # #t )2

(1 # ø#t )2

H
" öx " (x t , t) # x 0" 2

2

K
=

1
2

(SNR(t # 1) # SNR(t))
H
" öx " (x t , t) # x 0" 2

2

K
(110)

As the name implies, the SNR represents the ratio between the original signal and the amount of noise present;
a higher SNR represents more signal and a lower SNR represents more noise. In a di!usion model, we require
the SNR to monotonically decrease as timestept increases; this formalizes the notion that perturbed input
x t becomes increasingly noisy over time, until it becomes identical to a standard Gaussian att = T.

Following the simpliÞcation of the objective in Equation 110, we can directly parameterize the SNR at each
timestep using a neural network, and learn it jointly along with the di!usion model. As the SNR must
monotonically decrease over time, we can represent it as:

SNR(t) = exp(# $# (t)) (111)

where $# (t) is modeled as a monotonically increasing neural network with parameters%. Negating $# (t)
results in a monotonically decreasing function, whereas the exponential forces the resulting term to be
positive. Note that the objective in Equation 100 must now optimize over % as well. By combining our
parameterization of SNR in Equation 111with our deÞnition of SNR in Equation 109, we can also explicitly
derive elegant forms for the value ofø#t as well as for the value of1 # ø#t :

ø#t

1 # ø#t
= exp(# $# (t)) (112)

! ø#t = sigmoid(# $# (t)) (113)

! 1 # ø#t = sigmoid($# (t)) (114)

These terms are necessary for a variety of computations; for example, during optimization, they are used to
create arbitrarily noisy x t from input x 0 using the reparameterization trick, as derived in Equation69.
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